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1. Introduction

1.1. Motivation

Game development and gaming itself has come a long way since its humble be-
ginnings. From very simple 2D platforms, 3D games of various genres to today’s
games with breathtaking graphics pretty close to the real world and virtual real-
ity games. It is hard to tell which gaming genre or platform is the most popular
as the demands and tastes of the consumers vary and change quickly. Developers
need to adapt, as the active playerbase determines the success of a game. A
big factor which influenced the gaming industry was undeniably the evolution of
the Internet. It offered so many possibilities both for gamers and developers. It
made games easily accessible and advertisable, provided feedback from countless
players over forums and other platforms where the games were discussed. Most
importantly, it made multiplayer games possible without the requirement of being
in the same room or playing on the same device.

Similar to the evolution of the games themselves, the ways of monetizing
them changed accordingly. Before the Internet was stable and fast enough, most
games had a set price - once a customer bought the game, he owned it. There
was no need for additional purchases. In some less frequent cases, there would
be some Downloadable content (DLC) released, which added more game content
for a price. Later, the Massive Multiplayer Online Role-Playing Game genre
(MMORPG) took a different approach - monthly subscriptions. The most notable
example is World of Warcraft [43] in which the subscription model worked because
of its unrivalled popularity. Less popular MMORPG games could not afford to use
that model, as players were not willing to pay each month for a possibly mediocre
game. The model which those games used were microtransactions, where users
could purchase virtual goods via micropayments [37]. The game itself would be
free, but users would be able to purchase cosmetic items or some kind of boost
which would give them an advantage over non-paying players. This model has
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proven to be very successful and it can be found in plenty PC, console , and
mobile games.

If a free to play game offers in-game purchases, a majority of the playerbase
tends to spend none or a very small amount of money on virtual goods inside
the game. The question arises where all the profit comes from then? Is it even
profitable to use this model? Surprisingly, most of the profit is generated by a
very small percentage of the customers, better known as "Whales". The term
was originally used in a negative way, as developers used it to describe customers
who are so wealthy, they could sell anything to them [39]. The term is still used
in the gaming community, not in a negative manner, but to refer to a player
which simply spends a lot of money on the game. It is a misconception though
that they are spenders which can afford anything offered to them. Mostly, they
are unaware of the actual amount that has been spent on the game which is
related to the large number of low value transactions [40]. Numbers may vary for
different games, but whales comprise only about 2 % of the audiences [41]. This
fact illustrates the importance for publishers to identify and create content that
will appeal to them in order to maximize the revenue for the game.

1.2. Related work

The generation of revenue in Free-to-play games is a highly discussed topic among
game developers and publishers and has resulted in a lot of research in determin-
ing which players are going to pay based on their behavior inside the game, and
if they do, estimate the amount they are willing to spend. It is challenging to
generalize research findings, considering that many games have unique actions a
user can perform and the habits of players may differ slightly for different games.
In [45], the authors focus on predicting when a player will leave the game, with
the goal being to open unique opportunities for companies to increase revenue
contribution and provide incentives for players to stay or to ignite a new lifetime
in another game. The chosen game genre were casual social games. Three core
terms for solving the problem are high-value players, activity , and churn. To be
classified as high-value, a player needs to be in the top 10 % in terms of revenue
generated. An active high-value player is considered to be a high-value player
who has played the game at least once in the past two weeks. Churn is a term for
a high-value active player who is inactive in a specific period. For a high-value
player to be considered churning on a specific day, they need to be inactive for
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14 consecutive days in the range from the observed day to 6 days later. The
churn prediction was modeled as a binary classification problem classifying play-
ers according to the categories churn or no churn. After the classification, the
high-value churning players were divided into three different test groups. In two
of the groups, the players were already churning and one of the groups received
a free amount of in-game currency, while the other did not. The last group
were players who were still active, but were showing sings of churning. They
also received a certain amount of free in-game currency. The results have shown
that sending a substantial amount of free in-game currency to high-value players
affected by churning does not significantly affect the churn rate.

The authors in [47] have tried to address the issues of predicting player dis-
engagement, and moment of first purchase based on event-frequency data. The
generalization was achieved by using frequency of the events inside the game prior
to knowing anything about them. In the disengagement problem the concept of
churn was used which was described in [45]. It is different from disengagement
as disengagement describes a drop in user activity but not leaving the game. For
the first purchase prediction the players’ behavior was observed over the past
two weeks and the assumption was made that the player has never made any
purchases in the game. The results of the research have shown that frequency
based data representation is significantly better than random guess under any
algorithm tested and that a good accuracy can be achieved in both disengage-
ment and first purchase problems in comparison to other work ([45, 44], while
also being generalized to multiple game types.

The article [46] is based on predicting purchase decisions in mobile free-to-play
games. The dataset consists of detailed low-level tracking data of over 100,000
players. The tracking period started at a random moment during the first 7 days
since the install and lasted for 30 days. The two main tasks were to determine
whether a player would pay for content in the game or not (classification problem)
for initial categorization of the players, and prediction of the number of purchases
a player will make (regression problem) for a more valuable LTV (life-time value)
prediction based on their activities inside of the game during the tracking period.
The suggested models and approaches in the article should prove to be valuable
to the industry as they provide a way to strengthen revenue streams and increase
engagement with the playerbase.
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1.3. Research methodology

The aim of this thesis is to investigate the potential of applying machine learning-
based models for predicting player behavior and purchase decisions in digital
games. As a case study, a large dataset of anonymized player data has been
analyzed, corresponding to a free-to-play interactive storytelling game available
on the market. In the scope of the game, players are required to continuously
make decisions with regards to whether or not they will pay for virtual goods.
The available dataset, comprised of logs corresponding to several million players,
and collected over a time frame of approximately 4 months, was used to train
and validate models aimed at predicting whether or not a given player will make
future purchase decisions.

The methodology of the research which will be conducted as part of this thesis
is shown in Figure 1.1. The first step was to track the behavior of the users who
play the game by storing information about the actions inside of the game which
might prove useful for this research, but also for other uses. The data is stored in
a form in which it is easy to filter, parse, and group the data. Data collection was
conducted over a period of 4 months, with data collected for every user which
plays the game. The next step is the parsing and analysis of the collected data.
The purpose of this step is to determine the times of first purchases for paying
users and other useful data which can be used later in the machine learning-based
prediction model. After that, the features that are deemed relevant are chosen
and calculated as necessary. A good choice of features usually means that the
machine learning algorithm will be able to classify the users more accurately. The
goal of the model is to be able to predict whether a user will become a paying
customer and make future purchase decisions within the game, based on his or
her prior behavior within the game. The last step is the evaluation of the results.
The results can be modified by removing the features which have no effect on the
learning, or trying another algorithm to try to produce higher accuracy. If the
results are not satisfying, the features can be changed, new ones can be added,
and other algorithms can be used.
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Figure 1.1: High-level overview of the thesis methodology

1.4. Thesis structure

This thesis consists of 6 chapters. In chapter 2 the general structure of the data
will be shown and explained. Taking into account the huge size of the data that
needs to be analyzed, the process and used tools behind the analysis will also
be shown. During the data processing, some relevant statistics will be calculated
to obtain input for training machine learning prediction models. Chapter 3 will
give a brief overview of machine learning principles, covering the most widely
used learning types and some basic algorithms. Classification model training
and validation results will be presented in Chapter 4, along with the rationale
for selecting certain ML algorithms. A discussion of results and ideas for future
work will be presented in Chapter 5, while Chapter 6 will provide a summary
and concluding remarks.
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2. Game data

As stated in the introduction, the game used in this thesis is a Free-to-play game
available for download on the market. The data gathered from the users is stored
in the form of logs which track every important action a user has performed inside
the game. The events are stored in sequential order with regards to the time in
which they have occurred. The maximum amount of data a single log holds is 10
megabytes (MB). Taking the quite large playerbase into account, this results in
a considerable amount of data even for short periods of time. More concretely,
the dataset used in the scope of this thesis contains 8430 logs (approx. 81.3 GB),
which equals to a bit less than half of the total number of logs (approx. 170
GB). Storing and parsing the data proved to be a challenge. The approaches
considered and used are described in detail in this chapter.

2.1. Data Structure

The data is structured in the form of JSON entries which are stored in log files.
In computing, the JavaScript Object Notation (JSON) is an open-standard file
format which uses human-readable text to transmit data consisting of attribute-
value pairs and array data types [12]. The events do not necessarily have to
contain all of the attributes. Aside from a few core ones (which are present in
every event), most of them are optional and depend on the actual event type. In
Table 2.1, some of the relevant events and attributes for this thesis will be listed.
The values will be used to train machine learning models to predict user behavior
based on user actions within the game.
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Table 2.1: Game events and corresponding attributes

Core attributes
Username Id of the user

FirstInstallTime Date of the first install of the game

InstallAppVer Version of the game on first install of the game

EventTime Time of the occurrence of the current event

Platform Platform on which the game is being played

CurrencyAmount Amount of In-Game currency the user possesses

Purchase completed

TransactionId Id of the transaction

Price Price in dollars of the completed purchase

CurrencyType Type of the currency purchased

AmountBought Amount of the currency purchased

Currency spent

CurrencyType Type of the spent currency

ItemId Id of the bought item

CurrencyAmount Amount of the spent currency

Game Start

Game End
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2.2. Data Processing

The term Big Data has gained big popularity in computing during the last few
years. The term refers to large volumes of data (structured and unstructured) and
the ability to analyse and utilize the data to achieve certain advantages across a
wide range of areas [42]. The rise of popularity is largely influenced by the growth
of data sizes (especially in large companies) and rapid improvement of comput-
ers and computing power, which enable processing of the data to find previously
unknown patterns, gain new insight and make more accurate prediction based
on the data. Some of the fields in which big data is being used are banking and
security (monitoring financial activity), communications, media and entertain-
ment (collecting, analyzing and utilizing customer insight, identifying content for
different audiences), education, healthcare, government, and insurance [35].

The processing of such huge amounts of data naturally requires a suitable
amount of processing power and a careful choice of methods and technologies
which allow it to be completed in a reasonable amount of time. For the purpose
of this thesis, the final goal of processing the game-based data is grouping and
storing the events corresponding to a given user in sequential order so
as to prepare the data as input for training machine learning algorithms.

Additionally, if a user has completed a purchase, the absolute and relative
time of the purchase need to be calculated:

– Absolute time: refers to the absolute time which has passed since the
first install of the game to the moment of purchase.

– Relative time: refers to the time which has passed since the first install
of the game to the moment of purchase, but considering only the time a
player has actually spent playing the game.

Using the aforementioned calculations of purchase time, a suitable time period
needs to be defined during which events will be extracted to serve as input to ML-
based prediction models. For example, the authors in [47] used events collected
over a period of two weeks to predict future player purchase decisions, while in
[46] the period was 30 days (after a randomly chosen period from the first week
of install). In both cases, the authors relied on absolute times.

In this thesis, we will first analyze obtained data to determine the absolute
and relative time distributions from the first install of the game until the first
purchase made by players. Based on these distributions (explained later in Section
2.3.), the time intervals during which event data will be considered for ML model
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training/input will be defined.
The resources will be provided by the Department of Telecommunications at

the Faculty of Electrical Engineering and Computing in the form of servers for
running the programs for parsing. The programs will be initially written and
tested on a personal laptop on a small sample of data. The chosen programming
language for writing the programs is C# in the Visual Studio 2017 Integrated
Development Environment. The reasoning behind that choice is experience in
working with the language for faculty and personal projects and decent speed in
processing data compared to other languages. There were two choices for storage:
a file system or an NoSQL database, both of which are further described below.

File System
The first considered option for storage was a file system, as it is simple and

straightforward. The idea was to load one log file, parse it, and sort the events
by users (Snippet 2.1), assign a file to each user and write the corresponding
events in the files. The log would then get unloaded from the memory so as to
prevent being overloaded after a certain amount of read logs. After reading all
of the logs, the user files are read and the calculation of the absolute (Snippet
2.2) and relative time begins, referring to those players that have actually made
a purchase at some point.

The file system proved to be a poor solution, specifically in the aspect of
speed. As the number of user files increased, the speed dropped significantly. The
parsing started at approximately 30 seconds per log and has risen to 300 seconds
per log and probably would rise even further. This leads to the conclusion that
the necessary parsing of the dataset being studied would not be completed within
reasonable time and that using such a file system is not suitable for this task.

Snippet 2.1: Reading the logs and assigning the events to the users

foreach (string file in Directory.EnumerateFiles(pathInput, "*.txt"))

{

var lines = File.ReadLines(file);

Stopwatch stop = Stopwatch.StartNew();

foreach (var line in lines)

{

dynamic stuff = JsonConvert.DeserializeObject(line);

//GameEnd event does not have a username -> skip

if (stuff.Username == null)

9



{

continue;

}

string stringUsername = stuff.Username.ToString();

//Adding the users and relevant events into the

dictionary

if (group.ContainsKey(stringUsername))

{

group[stringUsername].Add(line);

} else {

group[stringUsername] = new List<string> {

line };

}

}

}

Snippet 2.2: Calculating the absolute purchase time if a purchase has been completed

if (stuff.EventName == "PurchaseCompleted")

{

//if a purchase has been completed, determine the elapsed

time since install

purchased = true;

DateTime purchaseDate = stuff.EventTime;

TimeSpan tp = purchaseDate - dateOfInstall;

purchaseStatus = tp.TotalMinutes.ToString();

}

NoSQL database
The next considered option was using a NoSQL database. The main advan-

tage of NoSQL databases over traditional relational databases is no fixed schema.
This allows for flexible storage of data as opposed to relational databases where
tables have a strictly defined collection of rows and columns. Performance wise,
relational databases offer more stability, atomicity, and data integrity and were
not designed to provide the speed and agility needed to meet the challenges that
modern applications face. On the other hand, NoSQL databases offer high per-
formance, scalability, and are suitable for storing and analyzing massive amounts
of structured, semi-structured, and unstructured data [26].

The NoSQL database chosen for the needs of this thesis is MongoDB [23].
The process of parsing the logs is very similar to the one with the file system.
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Instead of writing to the files, the events are directly stored into the database in
the events collection (Snippet 2.3). Also, the usernames of the users which have
completed a payment are stored in a separate collection to avoid unnecessary
database access and calculations.

For the absolute and relative time calculation, all paying users are pulled from
the database and the events are retrieved with a query for each user (Snippet 2.4).
The events are also ordered in ascending order so that the purchase event that is
found is truly the first purchase for the processed user. After parsing the logs, the
absolute/relative first purchase time is calculated. The absolute purchase is equal
to the difference between the moment of purchase and the moment of the first
install of the game. As stated before, the relative purchase time takes the duration
of the user sessions into consideration. As there are no other reliable ways of
determining when a given session ends, two consecutive events are considered to
be part of the same session if the difference between them is not greater than
60 minutes. If the difference is greater than 60 minutes, then the time between
events is considered to be “non-playing time” and is not included in the final
calculation of relative time duration. Snippet 2.5 shows the code related to the
calculations. After calculations, the results are stored into separate collections in
the database.

This solutions shows a lot more promise than the initial one with a file system.
The parsing for each log took 12 seconds on average and the calculations for the
first purchase time took 173 seconds on the sample data set for testing, which
seems good enough to complete the processing of all the logs in a reasonable
amount of time. In our concrete case, the parsing took approximately 10 hours.
The main components of the PC which the parsing took place on consist of a
Intel Core i7-4790 GPU @ 3.60 GHz processor, Nvidia GeForce GT 740 graphics
card, 8 GB of DDR3 1600 MHz RAM and a 24’ Dell P2424H monitor.

Snippet 2.3: Calculating the absolute purchase time if a purchase has been completed

public static void addEventsToMongoDB(Dictionary<string,

List<string>> grp)

{

var connectionString = "mongodb://localhost:27017";

var client = new MongoClient(connectionString);

var database = client.GetDatabase("mongoDatabase");

var collection =

database.GetCollection<BsonDocument>("Events");
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foreach (var entry in grp)

{

foreach (var v in entry.Value)

{

BsonDocument doc = BsonDocument.Parse(v);

collection.InsertOne(doc);

}

}

}

Snippet 2.4: Obtaining all the users from the database and the events for a specific
user

var distinct = payingUsers.Distinct<String>("Username",

filter).ToList<String>();

foreach (var v in distinct)

{

var quer = Builders<BsonDocument>.Filter.Eq("Username", v);

var sort =

Builders<BsonDocument>.Sort.Ascending("EventTime");

var result = collection.Find(quer).Sort(sort).ToList();

calculatePurchase(result);

}

Snippet 2.5: Calculation of the absolute and relative time for the first purchase

sessionStart = sessionEnd;

sessionEnd = DateTime.Parse(e["EventTime"].ToString());

TimeSpan sessionDuration = sessionEnd - sessionStart;

if( sessionDuration.TotalMinutes < 60)

{

relativeTime += sessionDuration;

}

if (e["EventName"].ToString() == "PurchaseCompleted")

{

purchased = true;

DateTime purchaseDate =

DateTime.Parse(e["EventTime"].ToString());

TimeSpan tp = purchaseDate - dateOfInstall;

Double.TryParse(tp.TotalMinutes.ToString(),out
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absolutePurchaseStatus);

Double.TryParse(relativeTime.TotalMinutes.ToString(), out

relativePurchaseStatus);

}

2.3. Parsing results

The parsing of the logs resulted in 130,915,762 events in total, with 2,089,038
unique users from which 99,771 have paid for in-game content at least once. This
shows that only 4.776 % of the playerbase are spending money on the game, which
confirms the statement in the previous chapters about the part of the playerbase
which contributes to the revenue the most.

While preparing for and during the processing of the logs, some bugs in the
logs have been noticed which required some workaround to complete the parsing
smoothly. There was an attempt to log sessions in the logs with the "GameStart"
and "GameEnd" events, but the logs have shown too many inconsistencies. Some
of them are in-game events with no session in progress and some are missing
either start or end, which led to the definition of a game play session as explained
earlier in this chapter: when the absolute time between two consecutive logged
events is less than 60 minutes.

Another issue was that the value of first install time was sometimes empty
and it had to be retrieved from another correct event. In some instances, the
first install time got tracked incorrectly and some events were stored as if they
happened before the game was even installed. These resulted in negative values
of absolute first purchase time. As the number of those events was not too high,
they were removed manually. The final dataset comprised the data of purchase
time for 99,638 users.

For better understanding of the results a cumulative distribution function
has been plotted from the values and will be explained in more detailed in the
continuation.
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Absolute purchase time
Figures 2.1 and 2.2 show results for the absolute purchase time. To increase
clarity of results, two graphs are portrayed, as the results cover a wide range
of values (minimum of 0.03333 and maximum of 741388.9667). If the range is
reduced to [0, 10000] the graph shows a fast growth in the early values, and that
half of the paying players have already made a purchase before or at 981 minutes
since the install of the game. This is pretty interesting, as it indicates that half of
the paying users complete the first payment during the same day in which they
installed the game. Another thing that needs attention are the lowest values
of absolute purchase for users which indicate almost immediately purchasing in-
game currency after installing the game. This does not seem realistic, and could
mean that the "FirstInstallTime" event got tracked incorrectly for some of the
users, but it should not impact the overall result significantly.

To conclude, the absolute purchase time values are spread across a wide range
of values but most of the values are concentrated in the range up to 8000 minutes,
which represents 80 % of the paying players. This information will be valuable
in determining the time period of events which will be taken into account for
training machine learning models.

Figure 2.1: CDF showing absolute purchase time for the first purchase made by
players across the whole dataset
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Figure 2.2: CDF showing absolute purchase time for the first purchase. Only pur-
chases made within the first 10000 minutes are depicted

Relative purchase time
The resulting graphs for relative purchase time are shown in Figures 2.3 and
2.4, and it is pretty similar to the absolute time graph in the aspect of value
distribution (lower values comprise the majority of the data). Again, two graphs
are shown with the whole range of values and just a part of it for easier result
clarification. By reading the graph it can be determined that half of the playerbase
has made a purchase after roughly 57 minutes of playing time. As with the
absolute purchase time, we came across some odd values. There are 708 users
with a value of 0 for relative first purchase. Also, there are additionally 1544
users who made their purchase in the first 3 minutes of gameplay, which seems
unrealistic. The reason for this lies in the loose definition of a session as they are
not being tracked in a reliable way in the logs. To see the influence of the users
on the result, Figure 2.5 shows the result without users whose relative purchase
time was determined to be lower than 3 minutes.

In conclusion the results are pretty similar to the absolute first purchase times
with regards to the data distribution. Approximately 80 % of the paying users
completed their first payment within 200 minutes of playing time. Also, if the
users with no or almost no play time until payment are removed, the results only
change marginally (increase to 60 minutes for 50 % of the users), so they do not
influence the result significantly.
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Figure 2.3: CDF showing relative purchase time for the first purchase made by players
across the whole dataset.

Figure 2.4: CDF showing relative purchase time for the first purchase. Only purchases
made within the first 1000 minutes are depicted.
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Figure 2.5: Graphs for relative first purchase time for users with sessions equal to or
longer than 3 minutes.

With the parsing and storing of data being done, the next step is to determine
the subset of users to be used as input for training machine learning models,
relevant attributes of the events, and the tools which will be used for the learning.
Those will all be covered in the next chapters.

17



3. Machine learning

3.1. Overview

Data mining, machine learning, and deep learning are nowadays a very popular
topic in the field of computer science and computing in general. All of them
are pretty similar, but with some key differences which could best be portrayed
by defining each of them. Machine learning provides algorithms that resolve a
problem based on data to make predictions or take actions in order to optimize
some systems. Examples for usage are identifying new customers, predicting
lottery numbers, or detecting oil spills on the sea surface [19]. Data mining is
used to extract regularities from a very large database as part of a business cycle.
Examples are fraud detection, customer churn, and direct mail targeting [19].
Deep learning combines advances in computing power and special types of neural
networks to learn complicated patterns in large amounts of data [5]. Some notable
usages are self-driving cars, computer games, restoring colors in black and white
photos/videos, and medical diagnoses.

Machine learning is a subfield of artificial intelligence (AI) and it is quite
different from the traditional computational approaches where algorithms are sets
of explicitly programmed instructions used by computers to calculate or solve a
problem [22]. The main idea behind machine learning is to learn from examples
and experience without being explicitly programmed. Instead of code writing,
the data is being fed to a generic algorithm and it builds logic based on the given
data [20]. It differs a lot from the first approaches to machine learning attempts
in the last century, where the learning part was brought down to just changing
relevant parameters.

Machine learning has proven to be really important as it makes complex and
constantly evolving tasks solvable. Finding patterns in data is possible for hu-
mans, but the task becomes pretty demanding as the size of the data grows. This
is where machine learning comes into action, to help people with large data in
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minimum time [20]. This is especially true nowadays, as in the past limited com-
putational power could make it impossible to process the data as it could take
even centuries. Today, many of the problems suitable for machine learning can
be solved within reasonable time.

Machine learning algorithms can be divided into two general categories; su-
pervised learning, and unsupervised learning.

3.1.1. Supervised learning

In supervised learning, the system tries to learn from previously given data. The
data consists of input variables (X) and an output variable (Y ) where the algo-
rithm is used to learn the mapping function from the input to the output [31].
The mapping function is expressed as:

Y = f(X)

An example for supervised learning is shown in Figure 3.1. The problem is a
simplified example for estimating the value of a house based on the number of
bedrooms, area in square feet, and neighborhood. Table 3.1 shows the training
data; the first three columns represent the input and the last column (sale price)
is the output, which is already given for the training data. Table 3.2 shows what
is expected as a result in supervised learning. The input for the algorithm are
values of known features (bedrooms, sq. feet, and neighborhood) and it needs to
estimate the sale price (the unknown value) of the house based on those features
and the model that was created based on the training data. The algorithms
are shown as black boxes, as the focus is not on completely understanding the
algorithm, but to get an as accurate as possible output based on the given input
and training data.
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Table 3.1: Labeled training data for the house value estimation problem [21]

Table 3.2: Example for expected result in house value estimation problem [21]

Supervised learning problems can be further categorized into classification and
regression problems.

Classification:
Classification problems are problems, in which the solution needs to fit
the input data into a category. An example of classification problems
can be seen in Figure 3.1 with two problems; character recognition, and
determining whether a mail is spam or not. The solution is put put in a
category, either the recognized number for the first, or "spam" and "not
spam" for the second problem.

Regression:
With regression problems, the output is not placed in a category, but it is
a real value. The problem with estimating the value of a house described
previously is an example of a regression problem.
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Figure 3.1: Example classification problems solved with supervised learning [21]

Examples of supervised learning algorithms include the following: Support
Vector Machine (SMV), linear regression, logistic regression, naive Bayes, deci-
sion trees, and k-nearest neighbors algorithm (KNN).

Support Vector Machine (SMV)
Support Vector Machine is an algorithm which can be used for both classification
and regression challenges. Each data item is plotted in an n-dimensional space
(n being the number of features) where the value of each feature is the value
of a particular coordinate. The classification is then made by finding the best
hyper-plane which separates the input variable spaces by their classes. What is
meant with best is that not only is data separated into their respective classes,
but the objective is to maximize the margin (distance from the hyper-plane to the
nearest data point from either class) [29]. A simple example is shown in Figure
3.2, but it should be kept in mind that in real life cases the data is much messier
and that the hyper-plane does not necessarily need to be a straight line.
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Figure 3.2: Example for SVM classification [30]

Linear regression
Linear regression is the most basic and commonly used predictive analysis. The
regression estimates are used to describe data and to explain the relationship
between one dependent (response, outcome) variable and one or more indepen-
dent (predictor, explanatory) variables. Simplified, at the center of the linear
regression is the task of fitting a single line through a scatter plot. It consists of
three stages. It analyzes the correlation of the data, estimates the model, and
evaluates the validity and usefulness of the model. Linear regression can be used
to measure the strength of the effect that the independent variables have over the
dependent one (for example age and income). Another use is forecasting the im-
pacts of changes, which indicates how much the dependent variable changes with
changing one or more of the independent ones. Also, it can be used to predict
trends and future values [16].

Logistic regression
Logistic regression is also a predictive analysis, but as opposed to the linear one,
it is used to explain the relationship between one dependent binary variable (be-
longs to a category) and one or more nominal, ordinal, interval, or ratio-level
independent variables [18]. Just like linear regression, it also uses an equation
as representation but the function is not linear. Instead, it produces a logistic
curve whose limits are 0 and 1, but never exactly at those limits (Figure 3.3 ).
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Some examples where using logistic regression is suitable are determining if a
mail is spam, whether the tumor is malignant or not, predicting if a credit card
transaction is a fraud or not, and predicting if a customer will default a loan in
a bank [36].

Figure 3.3: Comparison of the linear and logistic regression model curves [17]

Naive Bayes
Naive Bayes is a classification algorithm for binary (two-class) and multiple-class
classification problems. It is obvious from the name that the algorithm is based
on the famous Bayes theorem. The theorem describes the probability of an event,
based on prior knowledge of conditions that might be related to the event [2]. The
theorem is stated as:

P (A | B) = P (B | A) P (A)
P (B)

where P (A | B) is the probability that A occurs given that B has occurred,
P (B | A) is probability of B occurring if A has occurred, P (A) is the probability
of A occurring regardless of B, and P (B) is the probability of B occurring re-
gardless of A. This is useful in the context of machine learning as the subject of
interest is often selecting the best hypothesis by some given data. By looking at
the theorem, A is equal to the response variable (hypothesis) and B is the input
attribute (from data) [24]. The algorithm is called naive (or idiot) Bayes because
the calculations of the probability for each hypothesis are simplified to make their
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calculation tractable. Instead of calculating the values for each attribute value
P (A1, A2, A3 | B), they are assumed to be conditionally independent given the
target value and are calculated as P (A1 | B) ∗ P (A2 | B) etc. Although the
assumptions are highly unlikely in real data, the approach performs suprisingly
well in cases where the assumption does not hold [25].

Decision trees
Decision trees are a type of machine learning used for both classification and
regression problems with the form of a decision tree. Any internal node repre-
sents a feature (attribute), each branch represents a decision (rule) and the leaf
represents an outcome, which is some category or number depending on the type
of problem. Decision trees are pretty practical, as they mimic the human level of
thinking so it makes understanding the data really simple [6]. There are many
algorithms which construct decision trees, some of the more popular ones are
the ID3 (Iterative Dichotomiser 3) algorithm which uses entropy function and
information gain as metrics and the CART (Classification and Regression Trees)
which uses the Gini Index as metric. Figure 3.4 shows a simple example of a
decision tree.

Figure 3.4: Simple example for a decision tree [7]

K-Nearest Neighbors (KNN)
The K-Nearest Neighbors algorithm is a machine learning algorithm used for both
classification and regression (more widely used in classification in the industry)
which utilizes the whole dataset which represents the model for the algorithm.
Because of that the algorithm is considered to be "lazy", which refers to the fact
that the training phase is non existant or minimal. The predictions are made for
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a new instance by searching through the entire dataset for the K most similar
instances. To determine the similarity to a new input a distance measure is used.
The most popular ones are Euclidean distance, Hamming distance, Manhattan
distance, and Minkowski distance [14]. Finding the optimal value for the factor K
is not an easy task and often the simple approach is chosen where K equals to the
square root of the number of features. A more precise number can be achieved
by segregating the training and validation from the initial dataset and plotting
the validation error curve to get the optimal value [15]. A small value for the K
parameter means that noise will have a higher influence on the result, while a
large value makes it computationally expensive which defeats the initial idea of
the algorithm where the neighbors have similar properties to the observed point.

3.1.2. Unsupervised learning

As opposed to supervised learning, unsupervised learning does not contain any
output variables corresponding to the input data (X). The idea is that even
without output values the algorithm have to discover and present interesting
structure in the data [31]. Unsupervised learning is more aligned with what some
would call true artificial intelligence - the idea that a computer can learn to
identify complex processes and patterns without human guidance [32]. Looking
back at the house estimation problem example described in supervised learning,
Table 3.3 shows how the same input would look for unsupervised learning. There
are no labels which would point to a "correct answer", as sort of a guidance.

Table 3.3: Unlabeled training data for the house value estimation problem [21]
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While this might sound less useful than supervised learning at first, the pat-
terns or groupings found with algorithms can be source to some very useful in-
formation, depending on the users interest. For house estimation, there could be
an algorithm which would identify different market segments in the data which
could show that buyers in the neighborhood near to the local college like really
small houses with a lot of bedrooms, while buyers in suburbs prefer 3-bedroom
houses with lots of square footage [21].

Unsupervised problems can be further categorized into clustering and associ-
ation problems.

Clustering: Clustering can be described as the most important unsuper-
vised learning problem, it deals with finding structure in a collection of
unlabeled data. A cluster is a collection of objects which are similar in
some way, while being dissimilar to the objects belonging to other clusters
[4].

Association: With association problems, the goal is to discover rules that
describe large portions of portions of the data. People who buy some item
X also tend to buy item Y would be an example of a problem.

The most common unsupervised learning algorithms are k-means clustering,
hierarchical clustering, and association rules.

K-Means Clustering
K-means clustering is a type of unsupervised learning which is used when the
data is not labeled (no defined categories or groups). As the name suggests, the
algorithm is finding groups (clusters) inside the data, where K represents the
number of groups. It works iteratively as it assigns each data point to one of
the groups based on its features. The results are centroids of the clusters which
can be used to label new data and the labels themselves for training the data.
Interesting to note is that the groups are not defined beforehand, but are formed
organically. Similarly to the previously introduced KNN algorithm, the data is
assigned to clusters by Euclidian distance. After assigning, the recomputing of
the clusters is performed by taking the mean of all data points assigned to that
centroids cluster. This happens iteratively until some condition is met [13].
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Hierarchical clustering
Hierarchical clustering is an algorithm where a cluster tree is being built to repre-
sent data, where each group (node) links to two or more successor groups (Figure
3.5). The clusters have a predetermined ordering from top to bottom [9]. There
are two types of hierarchical clustering; Agglomerative and Divisive. The agglom-
erative or bottom-up clustering method, each observation gets assigned to its own
cluster. After that, the similarity gets computed (distance) between the clusters
and the two most similar clusters get joined. Those steps are being repeated until
only one cluster remains. In the divisive or top-down clustering all observations
are assigned to a single cluster and then it gets partitioned to two most dissimilar
clusters. This continues recursively until there is one cluster for each observa-
tion. There is some evidence that the divisive method produces more accurate
hierarchies than agglomerative ones, but it is conceptually more complex [10].

Figure 3.5: Cluster tree for hierarchical clustering with both clustering methods [10]
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Association rules
Association rules analysis is a rule-based method to discover unknown relation-
ships between data. The two common ways in which association of items is
measured are support and confidence. For more clarity, the entities inside the
dataset containing data will be referred to as transactions in database in which
case this method can be used. Support indicates how frequently an item appears
in the dataset. The formal definition of support is:

supp(X → Y ) = P (X ∪ Y )

which is describing how many transactions in the dataset contain both the item
X and Y. Confidence is the percentage of transactions in the dataset that contain
X who also contain Y:

conf(X → Y ) = (supp(X ∪ Y ))
supp(Y )

Basically it is the probability of Y being inside the transaction with the assump-
tion that X is already in it. To select interesting rules from the set of all possible
rules, constraints on various measures of significance are used, with the best
known being minimum constraints on support and confidence [1].

3.2. WEKA framework

WEKA [33] is an open source tool for applied machine learning. It contains
machine learning algorithms which can be applied directly on a dataset or get
called from Java code. While there are other solutions which might offer more
advanced tools, they require a lot of manual configuration and code writing. The
GUI (Graphic User Interface) which WEKA provides is suitable for beginners as
they can go through the process of applied machine learning without having to
do any special programming. Also, there are a lot of YouTube guides and a book
on both machine learning and using the software which make the learning process
into an easy task.
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The starting window of the WEKA tool is shown in Figure 3.6. It presents us
with 5 different interfaces which are all suited for a different type of task, and the
choice depends on the needs of the user. The explorer interface allows loading
and manipulating data, applying algorithms, and identifying the influence and
correlation of labels. Experimenter is used for designing and running large-scale
experiments and result/performance analysis. The knowledge flow interface al-
lows for graphically designing and solving problems, as an alternative to explorer.
It is also useful to visualize the flow of the data. Workbench combines all of the
previously described interfaces and CLI is a simple command line interface from
which WEKA can be used without the GUI. Only the explorer interface will be
explained more in detail in this chapter as it is going to be used for the needs of
this thesis.

Figure 3.6: WEKA main menu for choosing the interface

Explorer interface
The explorer interface consists of 5 tabs: Preprocess, Classify, Cluster, Associate,
Select attributes, and Visualize.

The preprocess tab (Figure 3.7) is used for loading the data from the desired
source (file, URL, database). After the data is loaded, the attributes are listed
and can be selected to see the histogram of the attribute, which shows the distri-
bution of values. Also, if deemed unnecessary, atributes can be removed from the
relation. The file format in which the data needs to be is arff (attribute-relation
file format). It is very similar to the csv (comma-separated values) format, but
with the key difference that the attributes and their types need to be defined in
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the beginning of the document, after which the data follows as in a csv file. As
the data for this thesis could be exported in csv format from the database, an
online converter was used to transform it in the arff format [34].

Figure 3.7: Explorer preprocess tab

Choosing and running the classifiers on the data is done using the classify
tab. It offers the choice of a classifier from different categories (Figure 3.8),
changing the specific parameters for it, adjusting the options of training the data
in test options, listing all results of previous training in the result list, and giving
general information in the output for the selected training session. The example
in Figure 3.9 shows the results of running the J48 classifier on the training data.
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Figure 3.8: Explorer classify tab

Figure 3.9: Choice of the classifier
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The cluster tab is used for training and evaluating the performance of dif-
ferent unsupervised clustering algorithms on an unlabeled dataset. In this thesis
the data needs to be classified (supervised learning), so this will not be used at
all. The association tab is used to automatically find associations in a dataset,
which is often used for data mining problems where all attributes are categorical.

In the select attributes tab the influence of each attribute on the results of
an algorithm can be identified. It shows which of the attributes are more relevant
for the predictive model, while also potentially showing attributes which have no
influence and thus can be removed from the model. There are different evaluators
and search methods to determine the relevancy of attributes and they will most
likely show different results. That is why it is important to test the result on the
classifiers to see if it is true for the tested dataset. Figure 3.10 shows an example
with the ranking of the attributes in the dataset.

Figure 3.10: Explorer select attribute tab

The last tab, Visualize, shows the relationship between all pairs of attributes
in the form of 2D scatterplots (Figure 3.11).
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Figure 3.11: Explorer visualize tab
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4. Classification model training
and validation

With the parsing and storing of the data finished, the next step is the prepa-
ration of the data for the machine learning model training. Firstly, the subset
of the data which will be used needs to be chosen. The filtering of the users
will be done by a chosen time interval for both relative and absolute times, and
classification of users (paying or non-paying). With the users chosen, the selected
features need to be calculated which the model will use to classify each user. It
cannot be determined with 100 % certainty if the feature is really going to be rel-
evant for the classification, but features can be added/removed later if necessary.
Also, the previously described WEKA tool which will be used for running the
machine learning algorithms has different ways to determine the relevancy of cer-
tain attributes. After that preparation is done, next is the choice of the machine
learning algorithms. There are many of them, and they will produce different
results, so ones which will perform the classification most accurately need to be
found. Finally, the results need to be evaluated and changes need to be made if
they are not good enough.

4.1. Subset selection

From all of the previously parsed data, a subset needs to be selected for the
machine learning model. It is not possible to use the entire dataset because there
are a lot more users which did not pay than the ones that did, which could make
the model predict the paying decision poorly (more biased towards classifying
users as non-paying). Also, another concern has to be time, as large amounts of
data can result in unrealistic computing time.

Taking these concerns in account, a decision was made to subset the dataset
so that both classes are represented equally. The number of users in the original
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set is 10,000, with 5,000 labeled as paying users and 5,000 as non-paying users.
The users were chosen at random (Snippet 4.1). Not all of the events for a
specific user will be used for feature calculation, only the ones which happened
in specific time frames. Those are events which happened during the first day of
the install (absolute time, only the events which happened in the first 24 hours)
or the events which happened during the first hour of actual playtime (relative
time, events which happened in the sessions lasting in tutal up to 60 minutes).
Those time periods are always same for non-paying users, while for the paying
ones it can be shorter as the focus as there is no need to further analyze the users
behavior if he has already completed his first purchase.

With that being said, there are two datasets - one with the absolute time
criteria and the other with the relative time criteria, which gives 20,000 users.
Both results are stored in the database in respective collections. After the first
tries of running the algorithms, another 10,000 users have been added to both
datasets to assure that the initial dataset is not too small. During the selection
of the users, it was made sure that multiple instances of the same user did not
appear in a dataset, but it is possible that a user be included in both (absolute
and relative) datasets if the user fulfills the conditions for both of them.

Snippet 4.1: Retrieving 5 000 random users out of all the users which fulfill the
relative/absolute time condition

public static List<String> getRandom(List<String> coll)

{

List<String> randomized = new List<String>();

int total = coll.Count();

Random r = new Random();

for (int i = 0; i<5000; i++)

{

int rand = r.Next(0, total);

randomized.Add(coll[rand]);

coll.RemoveAt(rand);

total = total - 1;

}

return randomized;

}

Snippet 4.2 shows part of the code which is used to filter out only the users
which fit the previously explained conditions. This only applies to paying users,
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as the statistics of absolute and relative time make no sense to track for non-
paying users in this context. The condition for them is being checked during the
parsing of the events. After getting the desired users, the events for each of them
are pulled from the database one by one and the desired features are calculated,
which are going to be listed in the following section.

Snippet 4.2: Filtering the paying users with less or equal to 60 minutes of playing
time and less or equal to a day since the first install

foreach (var v in allPayingUsers)

{

if (v["RelativeTime"] <= 60) {

var userr = v["User"].ToString();

payingUsers.Add(userr);

}

}

foreach(var v in allPayingUsers)

{

if(v["AbsoluteTime"] <= 1400) {

var userr = v["User"].ToString();

payingUsers.Add(userr);

}

}

4.2. Feature selection

The selection of features is an important aspect of the learning process, as a good
selection of features leads to higher accuracy of the predictive model and the
decrease of training time by removing obsolete features. The features and the
reasoning for the choice will be explained in continuation.

– adsWatched: the number of times in which the AdWatched event was
called. It indicates that a user has decided to watch additional ads for a
small amount of ingame currency and can show the dedication level of the
said user.
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– chaptersCompleted: number of times in which the user has completed
a chapter, regardless of the story it belongs to. Larger amounts of this
event being called in the desired time period can indicate that the user is
"hooked" to the game.

– chaptersUnlocked: same as the previously described feature, only that
it is referring to the unlocking of a previously locked chapter (happens
with progress through the story).

– notEnoughResourcesCalled: the event which is called if a user tries
to initiate an action which costs in-game currency, but the amount he
possesses is not enough for the said action. Higher amounts of this event
being called can be an indication of the user often unsuccessfully buying
in-game content, which could lead to him becoming a paying user.

– numberOfSessions: a feature which tracks the number of sessions in the
observed time period. A larger amount of sessions can be an indicator of
the player’s dedication towards playing the game.

– offersClicked: similar to the adsWatched feature, it counts the number
of times a user has clicked a special offer to receive a small amount of
in-game currency, indicating the dedication level of the user.

– offerRewardsReceived: linked directly to the previously described fea-
ture, used to show how many of the rewards from those offers have been
received.

– relativeToAbsolute: this feature shows the ratio of the relative time
(time actually spent playing) to the absolute time (time passed since the
install of the game). The values are between 0 and 1, with higher values
showing big amounts of playing time in small periods of time, meaning
higher interest in the game.

– storiesCompleted: identical to the chapter counterpart, it is the number
of times in which the user has completed a story. The numbers are usually
lower than the chapter ones, especially if the observed time period is very
short.

– storiesUnlocked: very similar to the storiesCompleted feature, but track-
ing the number of new stories unlocked by the user.
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– videosWatched: counting the times in which a user has watched some
promotional videos, which also award him with small amounts of in-game
currency.

– paid: the feature which will be used for classification. The only informa-
tion it contains is whether the user has made his first purchase or if he is
a non-paying user.

An example of the features can be seen in Figure 4.1. The data is shown in
the .arff format, which the WEKA tool uses to train and test machine learning
algorithms. As previously mentioned, the data is extracted from the database in
.csv format and is converted to the desired format with an online tool for that
purpose.

Not all of the previously described features have to be useful in the classifi-
cation task. Also, the list of them does not have to be final - if there are any
features that have not been included, that can be done afterwards. The WEKA
tool will also prove to be very useful in determining the necessity of a feature for
the learning model.
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Figure 4.1: Features for the subset of users in the .arff format

4.3. Used algorithms

In this section, the algorithms which have been chosen for evaluation of the data
will be shown and briefly explained. All of the algorithms are implemented in
the WEKA tool where the learning will be done. There was no special criteria in
picking the algorithms aside from them being part of different categories (trees,
rules, function algorithms) in the hope to achieve diverse results by using different
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types of algorithms. The chosen algorithms are J48, OneR, Naive Bayes, and
SMO. The Naive Bayes and SMO algorithm will not be explained in detail in this
section again as it was already done in the third chapter (supervised algorithms
section). The SMO (Sequential Minimal Optimization) algorithm is an algorithm
for training support vector machines. It is used to solve quadratic programming
problems which arises during the training by splitting the problem in smaller
instances and solving them analytically [28].
J48
J48 is the open source Java implementation of the C4.5 algorithm by author Ross
Quinlan [11] which is used to generate a decision tree. Like all supervised algo-
rithms, it needs a training set to construct the tree for the classification. The
features which will be nodes of the tree are chosen in regard to informational
gain, which results in a smaller tree. To calculate information gain, the first step
is to calculate the entropy, which is an indicator how messy the data is. The goal
is to decrease the entropy as the tree keeps branching [8] which is done with the
following formula:

E(S) =
n∑

i=1
−pi ∗ log2(−pi)

where pi is the probability of the class i in S. The information gain is given with
the formula:

G(S, A) = E(S)−
m∑

i=1
−pAi ∗ log2(−pAi)

which can be simplified as difference between the entropy of the parent and the
average entropy of the children. When the algorithm is used on numeric values, a
binary split is performed on the data. The values of the attribute get sorted, and
the gain is computed for every single split point of an attribute. When the best
split point is found, that determines the branching of the nodes, with one branch
representing the values less than the split point, while the other represents values
higher than the split point [3].
OneR
OneR, which stands for One Rule, is a simple, yet effective classification algorithm
which generates one rule for each attribute in the data, and then selects the rule
with the smallest total error as its "one rule". The rules for an attribute are being
created with a frequency table (Figure 4.2). The values marked as black are
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being the more frequent values, while the values in red are less frequent so they
are taken as errors (wrong classifications). After all the attributes are evaluated,
the one with lowest amounts of errors is chosen as the rule. In the given example
on the figure, that would mean that if the temperature is hot, then play golf is
yes and so on.

Figure 4.2: Example for a frequency table [27]

4.4. Results

This section is divided into two parts: results related to the dataset with the
absolute time limit (1 day) and with the relative time limit (1 hour of play time).
Aside from the fact that they are different datasets, the limits can produce very
different timeframes for the same user, which can lead to very different results. As
previously mentioned, the subset consisted of 20,000 users, 10,000 being paying
and 10,000 being non-paying users. The used algorithms were J48, OneR, Naive
Bayes, and SMO. A table will show the comparison of results between different
algorithms followed with tables and figures which will describe the results in more
detail.

Absolute purchase time
The results for each of the algorithms is shown in Table 4.1. It consists of five
columns: Algorithm which is the name of the algorithm for which results are
being shown in the row. Parameters is a list of relevant parameters for the
algorithm which can be changed in the WEKA tool. Mostly the parameters
which will be listed will be the ones which have been manipulated in an attempt
to obtain better results, not necessarily with regards to overall accuracy, but with
regards to achieving more generalized and unbiased results. It will be elaborated
when the results are explained row by row. The accuracy (all) column shows
the accuracy with all previously described features, regardless of their actual
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influence on the results of the learning. In the selected features column the
features are shown which the WEKA tool has deemed important for the results
of the learning. The attribute evaluator used was WrapperSubsetEval, which
evaluates sets by using a learning scheme. The learning schemes used are the
algorithms used for the initial results with the same parameter values. For the
search method, BestFirst was used with default parameters which searches the
space of attribute subsets by greedy hillclimbing augmented with a backtracking
facility. It can start with an empty set of attributes and search forward, start
with a full set of attributes and search backwards, or start at any point and search
in both directions. Finally, the last accuracy column corresponds to the results
obtained in the case when only the features are used which the algorithm has
determined as most influential in the classification.
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Table 4.1: Algorithms used for classification with results (absolute)

Algorithm Parameters Accuracy
(all)

Selected Features Accuracy

OneR minBucketSize
= 6

84.095 % chaptersUnlocked 84.095 %

J48 minNumObject
= 2

85.7 % chaptersCompleted,
chaptersUnlocked,
notEnoughResources
Called,
storiesUnlocked,
videosWatched

86.08 %

J48 minNumObject
= 400

84.955 % chaptersUnlocked,
notEnoughResources
Called,
storiesUnlocked

85.145 %

Naive
Bayes

83.165 % chaptersUnlocked,
notEnoughResources
Called,
numberOfSessions,
videosWatched

80.155 %

SMO 85.29 % adWatched,
chaptersCompleted,
chaptersUnlocked,
notEnoughResources
Called,
relativeToAbsolute,
storiesUnlocked,
videoswatched

85.28 %

OneR
As described in the previous section, the OneR algorithm does the classification
by using only one attribute as a measure. Figure 4.4 shows the results of running
the algorithm on the subset. There it can be seen that the chosen feature is
chaptersUnlocked and that depending on the value of it the user is classified.
The minBucketSize also plays a role in the result. Low values of the parameter
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result in overfitting and too high values in underfitting. The best way to explain
those concepts is through examples. Figure 4.3 shows three graphs. The first
one is a case of underfitting, where the machine learning model cannot capture
the underlying trend of the data. On this graph the classification does not seem
that bad, but with a different data layout it could get pretty bad. The second
graph shows a good fit, where while all data has not been classified correctly, the
accuracy is pretty decent and it can be used for general cases. The third graph
shows a case of overfitting. While it is technically correct, the classification is too
specific and it is very likely that it cannot be used in general cases. Also, this
implies a lot of rules which have been used to get to this classification, which can
lead to long times in running the algorithm. With that being said, as there are
only two rules, the value 6 for minBucketSize seems like a good fit. To illustrate
how overfitting looks, if the value of the minBucketSize is set to 3, the feature
which is chosen is the relativetoabsolute and the number of rules is 1201, which
is very impractical compared to the 2 with a good fit.

Figure 4.3: Example graphs for underfitting, good fit, and overfitting [38]
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Figure 4.4: Results of using the OneR algorithm on the subset

Considering that this algorithm takes only one feature, it is logical that the
only significant feature will be the chosen one. This fact is the reason why the
accuracy is the same for the cases with all and only one feature. Another thing
which is worth looking into is the detailed accuracy report for the run (Table
4.2). It shows four things:

– True Positive rate: refers to the users which have been correctly labeled
by the classifier.

– False Positive rate: refers to the users which have been incorrectly
labeled by the classifier

– Precision: shows what proportion of positive identifications were actually
correct

– Recall: shows what proportion of actual positives were identified correctly

By taking a look at the table it can be concluded that the results for both
classes are pretty similar, with recall being higher for the "No" class, and precision
being higher for the "Yes" class.
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Table 4.2: Detailed accuracy of the OneR algorithm

TP rate FP rate Precision Recall Class
0.867 0.185 0.825 0.867 No
0.815 0.134 0.859 0.706 Yes

Weighted Avg. 0.841 0.159 0.842 0.841

J48
The J48 algorithm is a decision tree algorithm which creates a tree using a top-
down approach. As it can be noticed, there are 2 entries for this algorithm
in Table 4.1. The only difference, aside from the result, is the value of the
minNumObject attribute. The value of this attribute determines the minimal
number of instances per leaf (the lowest nodes in the tree). This means that
smaller numbers result in larger trees, especially if there are many features. As
reference, for the minNumObject with value 2, the tree is huge with the number
of leaves being 396 and tree size 791. It would not be practical to try to show
this tree, so the example in Figure 4.5 shows the tree which is created with the
value of minNumObject 50. As opposed to that, the tree for the value of 400
is much smaller and for better clarity has been plotted (Figure 4.6). The node
represents a feature and it branches dependent of the value for a user. The leaves
of the tree show the class, and two numbers. The first number represents the
number of instances which reached that leaf, and the other number is the number
of instances which have been misclassified.
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Figure 4.5: Part of the resulting decision tree of the J48 algorithm with the minNu-
mObject value of 50 (number of leaves is 35, tree size 69)
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Figure 4.6: Resulting decision tree of the J48 algorithm with the minNumObject value
of 400 (number of leaves is 7, tree size 13)

To conclude, overfitting with the J48 algorithm gave a slightly better result,
but as the data/features number was not too big, it was not an issue in this case.
It is, however, always better practice to find a good fit, because the loss of the
accuracy is negligible but the classification is more useful in a general case, rather
than in a specific one. Also, Table 4.3 shows the detailed accuracy by class for
the good fit with similar results to the ones with the OneR algorithm, with the
recall for the "Yes" class being slightly higher.

Table 4.3: Detailed accuracy of the J48 algorithm (minNumObject = 400) with rele-
vant attributes

TP rate FP rate Precision Recall Class
0.859 0.156 0.846 0.859 No
0.844 0.141 0.857 0.844 Yes

Weighted Avg. 0.851 0.149 0.852 0.851

Naive Bayes
The output for the Naive Bayes classifier is shown in Figure 4.7. There is not
really much interesting to say about this, as there are no additional parameters
to be configured for different results and the Naive Bayes is a simple algorithm
for classification to begin with, but the results are still satisfying in most cases.
The figure also shows that the algorithm calculates some relevant statistics for
each of the features and uses this to classify the instances. An interesting thing
to note for the results is that by removing the features which the WEKA tool
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deemed irrelevant, the accuracy of the classification drops by 5 %. The reasoning
for that can be seen in Table 4.4, which points towards the classification being
biased in favor of the "No" class. The true positive rate is quite high for the
class, but so is the false positive rate. The true positive rate for the "Yes" class
is pretty low, and while the overall result does not seem that bad, it is because
the "No" class is making the average percentage of true positives higher. The
suspicion is confirmed by taking a look at the confusion matrix 4.5, where the
number of users classified correctly as "No" is very high, but also the amount of
"Yes" users which have been classified as "No" cannot be ignored.

Figure 4.7: Output in the classifier for the Naive Bayes algorithm

Table 4.4: Detailed accuracy of the Naive Bayes algorithm with only relevant at-
tributes

TP rate FP rate Precision Recall Class
0.910 0.306 0.748 0.910 No
0.694 0.091 0.885 0.694 Yes

Weighted Avg. 0.802 0.198 0.816 0.802

Table 4.5: Confusion matrix for the Naive Bayes algorithm with only relevant at-
tributes

a b <— classified as
9095 905 a = No
3064 6936 b = Yes
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SMO
The SMO algorithm is the sequential minimal optimization algorithm (author
John Platt) for training a support vector classifier, which was described in the
third chapter of this thesis. The classifier output is shown in Figure 4.8, with
the weights of each attribute for the final classification. A similar problem is
present here as in the previously described Naive Bayes classification. By taking
a look at Table 4.6, it is apparent that the classification is again slightly shifted to
the "No" class, taking the true positives and precision/recall values into account.
Although it is not as bad as with the Naive Bayes algorithm, it still cannot be
ignored. With the irrelevant features removed, the result remains the same.

Figure 4.8: Output in the classifier for the SMO algorithm

Table 4.6: Detailed accuracy of the SMO algorithm with all attributes

TP rate FP rate Precision Recall Class
0.9160 0.210 0.814 0.916 No
0.790 0.084 0.904 0.790 Yes

Weighted Avg. 0.853 0.147 0.859 0.853

To conclude, after analyzing all of the results the conclusion is that
the best results came out with the J48 and OneR classifier. While the
accuracy might not be the highest of them all, the classification of the instances
does not seem to be biased towards any of the classes if looking at the true and
false positive rates. If taking the accuracy in consideration, the results are also
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very satisfying - an accuracy above 80 % is really good for the problem researched
in this thesis. Another thing to note are two features which appear in most of the
algorithms as important ones - chaptersUnlocked and notEnoughResourcesCalled.
That is very helpful, as it makes it easier to identify paying users by those features
and act accordingly.

Relative purchase time
The results for classification in regard to the relative purchase/play time will be
shown and explained in a similar fashion as the absolute results previously. The
reason for that is the usage of the same algorithms, with the same parameter
values, just on a different dataset with a different range of events taken into
account. Table 4.7 shows the results for each of the used algorithms with other
relevant information (values of parameters, relevant features).
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Table 4.7: Algorithms used for classification with results (relative)

Algorithm Parameters Accuracy
(all)

Selected Features Accuracy

OneR minBucketSize
= 6

76.71 % chaptersUnlocked 76.71 %

J48 minNumObject
= 2

80.245 % chaptersCompleted,
chaptersUnlocked,
notEnoughResources
Called,
storiesUnlocked,
offersClicked,
relativetoabsolute

79.85 %

J48 minNumObject
= 900

78.11 % chaptersUnlocked,
notEnoughResources
Called,
chaptersUnlocked,
relativeToAbsolute

78.08 %

Naive
Bayes

77.195 % chaptersUnlocked,
notEnoughResources
Called,
storiesUnlocked,
videosWatched,
chaptersCompleted

77.09 %

SMO 80.145 % adWatched,
chaptersCompleted,
chaptersUnlocked,
notEnoughResources
Called,
relativeToAbsolute,
storiesUnlocked,
videoswatched,
numberOfSessions,
offerClicked

80.205 %
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OneR
The results for the OneR algorithm are very similar to the ones with the absolute
first purchase time with regards to results when setting different values of the
minBucketSize parameter. If the value is low, overfitting happens, and the result
is considerably worse than the initial one. The same parameter has been deemed
as most influential (chaptersUnlocked). The difference is only within the intervals;
while previously the boundary was set to 6.5, this time the classification is being
done using the boundary 4.5 (Figure 4.9). By taking a look at the detailed
accuracy by class (Table 4.8) and the confusion matrix (Table 4.9) it can be
concluded that the results are valid with both classes being approximately well
classified with the percentage which the accuracy suggests.

Figure 4.9: Output in the classifier for the OneR algorithm

Table 4.8: Detailed accuracy of the OneR algorithm

TP rate FP rate Precision Recall Class
0.771 0.237 0.765 0.771 No
0.763 0.229 0.769 0.763 Yes

Weighted Avg. 0.767 0.233 0.767 0.767

Table 4.9: Confusion matrix for the OneR algorithm

a b <— classified as
7711 2289 a = No
2369 7631 b = Yes
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J48
There are again two results for the classification with the J48 algorithm - one
with a low value of the minNumObject parameter and one with a high one. The
first is an example for overfitting, and the second is an example for a good fit.
The result tree for the value 2 for the parameter is of size 1045 with 523 leaves.
By taking a look at the detailed accuracy table (Table 4.10) there cannot be
seen anything out of the ordinary, the accuracy for classification is very close
for both of the classes. What is interesting to note for this classification is that
by removing the insignificant features, the overall accuracy drops by a bit, as
opposed to the case with the absolute purchase times. Also, there is a slightly
shift in the accuracy for classes. The detailed accuracy table (Table 4.11) shows
that while the accuracy for classifying instances in the "Yes" class has increased,
the "No" class has dropped accordingly. While the drop is not that significant, it
could mean that one or more of the features that WEKA deemed not important,
could make the classification more biased towards the "No" class.

Table 4.10: Detailed accuracy of the J48 algorithm (minNumObject = 2) with all
attributes

TP rate FP rate Precision Recall Class
0.811 0.206 0.798 0.811 No
0.794 0.190 0.807 0.794 Yes

Weighted Avg. 0.802 0.198 0.803 0.802

Table 4.11: Detailed accuracy of the J48 algorithm (minNumObject = 2) with only
relevant attributes

TP rate FP rate Precision Recall Class
0.774 0.177 0.814 0.774 No
0.823 0.226 0.785 0.823 Yes

Weighted Avg. 0.799 0.202 0.799 0.799

With the increased value of the minNumObject parameter, the results behave
very similar as with the absolute first purchase time, which was expected. The
only difference is that the value has been set at 900 instead of 400. The reason
was not the size of the tree, but the relevant attributes were the same ones as with
the low value of the parameter, so the amount increased. The resulting tree is
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shown in Figure 4.10. It is the same in size as the previous tree, the nodes/leaves
are just a bit shuffled. Interesting to notice is the fact that the WEKA tool
recognizes features which are not used in the tree as relevant (chaptersCompleted,
relativeToAbsolute), while one of the attributes which is used (storiesUnlocked)
is not being recognized as relevant. With the irrelevant attributes removed, the
results do not change significantly - there is only a slight drop in the accuracy
with the detailed accuracy table staying pretty much the same, although it is
again the opposite from the case which happened with the absolute first purchase
time.

Figure 4.10: Resulting decision tree of the J48 algorithm with the minNumObject
value of 900 (number of leaves is 7, tree size 13)

Naive Bayes
The output for the classification with the Naive Bayes classifier is shown in Figure
4.11. It shows the features and information about them which the algorithm uses
to calculate the result. The accuracy is slightly lower than the one with the
previously described algorithms. By taking a look at the detailed accuracy table
(Table 4.12) and precision matrix (Table 4.13) it can be seen that there is a similar
problem as with the usage of the algorithm on the data with regards to absolute
time - bias towards one of the classes. But this time the bias is towards the "Yes"
class. The amount of the true positives in the "No" class and false positive in the
"Yes" class shows that the results are not really represented well by the resulting
accuracy.
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Figure 4.11: Output in the classifier for the Naive Bayes algorithm

Table 4.12: Detailed accuracy of the Naive Bayes algorithm with all features

TP rate FP rate Precision Recall Class
0.652 0.108 0.857 0.652 No
0.892 0.348 0.719 0.892 Yes

Weighted Avg. 0.772 0.228 0.788 0.772

Table 4.13: Confusion matrix for the Naive Bayes algorithm with all features

a b <— classified as
6523 3477 a = No
1084 8916 b = Yes

After removing the irrelevant features from the model, the overall accuracy
drops only slightly, but the bias shifts towards the "No" class. The reasoning for
such drastic shift is probably the simplicity of the algorithm, which results in a
lot of wrong classifications, but the average stays pretty much the same. The
detailed accuracy table (Table 4.14) and confusion matrix (Table 4.15) show the
previously stated.
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Table 4.14: Detailed accuracy of the Naive Bayes algorithm with only relevant at-
tributes

TP rate FP rate Precision Recall Class
0.848 0.306 0.735 0.848 No
0.694 0.153 0.820 0.694 Yes

Weighted Avg. 0.771 0.229 0.777 0.771

Table 4.15: Confusion matrix for the Naive Bayes algorithm with only relevant at-
tributes

a b <— classified as
8475 1525 a = No
3057 6943 b = Yes

SMO
Figure 4.12 shows the classifier window for the SMO algorithm with all the weights
for the features which are used to determine the class of an instance. By taking a
look at the detailed accuracy table 2.1 it can be seen that the behavior is pretty
similar to the previously shown result with the absolute time - there is a slight
bias towards the "No" class. The overall accuracy is lower and the amount of false
positives is a bit higher, so the result is worse than the previously mentioned one.

An interesting thing to note is that the WEKA tool has determined that 9 out
of 12 features are important for the classification of the users. After removing the
irrelevant features, the resulting accuracy almost does not change. The attempt
has been made to determine the relevant attributes out of the now 9 remaining
ones, but the result stays the same - WEKA classified all of the present attributes
as relevant for the result calculation.
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Figure 4.12: Output in the classifier for the SMO algorithm

Table 4.16: Detailed accuracy of the SMO algorithm with all attributes

TP rate FP rate Precision Recall Class
0.830 0.226 0.786 0.830 No
0.774 0.170 0.820 0.774 Yes

Weighted Avg. 0.802 0.198 0.803 0.802

To conclude, the results are pretty similar to the ones on the dataset with
the absolute first purchase times. The algorithms mostly behave the same with
respect to the feature changes, and the ones which performed well previously also
performed well on this dataset. The most influential features again proved to
be chaptersUnlocked and notEnoughResourcesCalled which can be useful as the
tracking of those stats can be used to determine a user which might become a
paying one easily. The overall accuracy of the results for the relative dataset is
lower than the ones for the absolute. The first assumption was that it has to do
with the size of the dataset (initially it was supposed to be 10,000 users), but
when the dataset increased, the changes were minimal.

Overall the results of the results of the machine learning classification algo-
rithms are satisfying and the models can be used to predict user behavior with a
relatively high accuracy.
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5. Discussion and future work

The results which have been achieved by prediction of the players purchasing
habits based of their behavior has shown very accurate results and has proven
to be a feasible method for prediction. Of course it is not perfect, and it can be
improved in various ways which will be discussed in this chapter.

The first thing would be a problem that was brought to attention before -
the precise tracking of sessions. There was an attempt by the developer to track
those, but the result was very inconsistent and therefore not usable in the scope
of this thesis. The precise session tracking could result in different, even worse
results from the ones which were achieved in this thesis, but it would represent
the playing patterns of the users most accurately. It would also maybe affect the
relevancy of the number of sessions attribute, which was supposed to show the
dedication of the player towards playing the game, but it rarely got picked by
algorithms as relevant for the classification.

Another thing would be taking a closer look at the features which have been
chosen. After running all of the algorithms and analysis of the results it can be
determined which of the results contributed greatly in achieving the results and
which did not have any impact in most of the cases. The first thought is that
those features can be removed from future analysis, but they can also be kept
in the hopes that in combination with newly added features they might prove to
be relevant. New features are being added by introducing new metrics which are
either combination of either already existing information from the events or new
user behaviors which start to get tracked. An example of a new behavior could
be the number of times a user enters the menu in which the amount of in-game
currency for purchase is being chosen.

The next thing that could be attempted could be different time intervals in
which the user behavior would be tracked. The interval could be made longer, so
more events are being taken in account and that could possibly produce different
results. Although the time interval used in this thesis is already short, it could
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theoretically be set to even shorter as the analysis of the players who paid for
in-game content has shown that they did it in a really short time span since the
install or after a short time of playing the game.

Lastly, the thing that could be considered for improvement is the process
of parsing and storing the user data. While it can be used for big data, the
NoSQL databases used in this thesis is probably not the best way for storing
a large amount of data available and better specialized technologies and tools
exist which could speed up the process of handling the data. Also, the parsing
could be done more efficiently by studying and using some algorithms which have
been developed to assist in same or similar kinds of problems. The scripts which
have been used to parse the data could also be written to handle more general
cases. Due to some unexpected inconsistencies which have been discovered in the
events, the parsing of the data works for this specific case, and any changes which
need to be done in the code, like adding new parameters, can prove to be quite
a challenge.
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6. Conclusion

The topic of revenue generation in the gaming industry is an important topic, as
development and maintenance of games is time consuming and expensive, while
often not achieving the desired levels of profit. The ways of earning money in
games have changed over the course of years, from simply paying the price for
the game once and owning it to payment for additional gameplay content and
in-game items. The focus in this thesis was on micropayments, as it is a very
popular and effective way of generating revenue today. Paired with the fact that
only a small percentage of the playerbase actually pays, but still generates most
of the revenue, identifying and pleasing them proves to be an important task.

The goal of this thesis was to parse and store the player behavior data of a free-
to-play interactive storytelling game to organize the data, get relevant statistics
and finally create classification models which would be able to determine if a
player will complete an in-game purchase or not based on the features which
have been calculated from the data. The first part of the thesis explains the
structure of the data, methods for parsing and storing, and calculation of absolute
and relative first purchase time for the users which have completed at least one
purchase. Next, the preparation of the data for the classification model is shown.
That includes selection of two subsets of users (in regard to relative and absolute
times), selection and calculation of the features, and storage in the right format.
The last step is the classification of the users with the chosen machine learning
algorithms. This includes a detailed analysis of the results for both datasets, with
determining which of the features were relevant for the classification with a given
algorithm and which features have proven to be most important overall.
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Machine learning based models for prediction of player behavior and
purchase decisions in digital games

Abstract

The main goal of this thesis was the generation of machine learning models for
prediction of players purchase decisions based on their behavior in a free-to-play
interactive storytelling game available on the market. The motivation behind
this kind of research is explained and examples of similar researches with their
results and conclusions are being shown. The problem of storing and parsing
huge amounts of data is presented with the technologies and tools used to solve
that problem in scope of this thesis. The data for the users which have completed
at least one payment has been further analyzed to determine the times of pur-
chase in regard to the first installation of the game (absolute) and time actually
spent playing (relative) with graphs to analyze the distribution of the users. The
idea behind and key concepts of machine learning have been explained with a
breakdown in categories (supervised, unsupervised) with brief explanation of the
most popular algorithms for each of the categories. An introduction is given to
the WEKA tool, which was used in classification of the users with the machine
learning algorithms. The method for selecting the user subsets for the input in
the machine learning algorithms have been explained, with all the features cal-
culated for each user in the generated subset. Finally, the algorithms which have
been used have been briefly introduced with detailed breakdown of the results for
each of them.

Keywords: digital games, player decision prediction, big data, machine learning



Modeli za predviđanje ponašanja korisnika digitalne igre i odluka o
plaćanju dodatnog sadržaja temeljeni na strojnom učenju

Sažetak

Glavni cilj ovog rada je bio generiranje modela strojnog učenja za predviđanje
odluke o plaćanju dodatnog sadražaja temeljenu na njihovom ponašanju u be-
splatnoj interaktivnoj storytelling igri koja je dostupna na tržištu. Objašnjena
je motivacija za ovakvu vrstu istraživanja uz primjere sličnih istraživanja s rezul-
tatima i zaključcima. Prikazan je problem pohrane i obrade ogromne količine
podataka i odabrane su tehnologije i alati za rješavanje tog problema u sklopu
ovog rada. Podaci o korisnicima koji su obavaili barem jednu uplatu su dodatno
analizirani za određivanje vremena koje je proteklo od prve instalacije igre do
kupnje (apsolutno) i vremena za kojeg je korisnik zapravo igrao igru (relativno)
s grafovima za analizu distribucije korisnika. Ključni koncepti i ideja koja stoji
iza machine learninga su objašnjeni s podjelom u kategorije (s nadzorom, bez
nadzora) s kratkim objašnjenjem najpoznatijih algoritama za svaku kategoriju.
Dan je uvod u korištenje WEKA alata, koji se koristio za klasifikaciju korsinika
uz pomoć algoritama strojnog učenja. Prikazana je metoda odabira podskupa
korisnika kao ulaz u algoritnme strojnog učenja u svrhu klasifikacije sa svim
značajkama koje su izračunate za svakog korisnika u podskupu. Na kraju su
ukratko prikazani korišteni algoritmi s detaljnim prikazom rezultata za svaki od
njih.

Ključne riječi: digitalne igre, predviđanje ponašanja igrača, veliki skupovi po-
dataka, strojno učenje


